Finance and Banking: How Data
Scientists Use KNIME to Build
Enterprise-Scale Data Solutions
See how four global companies are reducing manual work, minimizing
risk, and ensuring compliance.

Introduction

A bank will always face many more data challenges than it has data scientists. This is evidenced by the
number of people stuck doing manual work in Excel, whilst the data scientists are somewhere deep within
the organization and far away from the business problem at hand.
Business analysts deal with tons of siloed spreadsheets and no documentation process, making mistakes
difficult to find and resolve. This is not only a huge time suck, it’s also a compliance nightmare. Meanwhile,
data science initiatives touch few people in the organization, take forever to gain traction, and rarely solve
business problems.
Those who have worked with Excel their entire career are reluctant to move away from the tool they know
and use the most. But if they did, they’d not only free up hours of their day, they’d make fewer mistakes and
actually start to enjoy their work again. As a whole, the organization would start to become more efficient and
data compliant.
A low-code data analytics tool enables data scientists to build reusable solutions that financial analysts can
access via an application. This gives them the tools to get not only their grunt work done faster and more
easily, but also to do more complex analyses when needed - going far beyond the capabilities of Excel.
These tools can be embedded within existing systems – including legacy ones – and used alongside
existing tools. They cover all data use cases from simple data processing to advanced analytics, and can be
automated when needed. KNIME Software supports hundreds of financial service institutions and banks to
solve all kinds of data problems.
Inside this booklet, you’ll find just a couple examples:
•

ING data scientists created reusable solutions for every auditor to do basic data analytics and
process mining

•

Rabobank data scientists created machine learning solutions to enable auditors to do their own
fraud detection

•

Trūata data scientists and engineers created a web-based data application to personalize customer
data for all end-users to do predictive analytics

•

Webbankir data scientists and engineers built an online loan application decision-making tool that
frees up bank consultants’ time

Data Analytics and Process Mining Within
Internal Audit

Since being made available in 2017, ING has been making data analytics
an indispensable part of every audit - going a long way to achieving their
vision of becoming a data-driven organization. KNIME, the go-to analytics
tool, enables teams of auditors to handle different data types and sources
while creating efficiencies - in some cases reducing the work of individuals
from three days down to fifteen minutes.
ING, headquartered in the Netherlands, is a global financial institution
with strong European foundations that offers retail and wholesale
banking services in over 40 countries. As one of Europe’s top ten banks,
it has over 55,000 employees and more than 39 million customers.
Internally it has ambitions to become a data-driven organization.
The Internal Audit Function - Corporate Audit Services (CAS) - at ING
consists of more than 400 individuals across 35 teams in over 20
countries. This function covers a wide variety of topics, locations, and
processes - all of which need to be audited. Specifically, over 2,500
auditable entities are defined by CAS, whereby each one has an average
audit cycle of almost three years. CAS aims to use data analytics in at
least 60% of the audits performed each year.

Making Data Analytics Indispensable in Every Audit
Internal audit covers many different topics. Sometimes it’s also
necessary to carry out multiple audits per topic in various locations.
These often have the same types of controls and control tests, which
means from a data analytics perspective that different tests for different
topics may occasionally be required. It can also mean that the same
tests may be used and re-used for different topics and different data
sources.
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The complexity lies therefore not in the tooling or use of advanced
models, but rather in the wide range of topics with multiple and varying
data sources. The biggest challenge is finding a way to handle all
different data types and data sources while creating efficiencies. And at
the same time ensuring consistency across all applications.
The ambition: make data analytics an indispensable part of every audit.
The CAS approach is for all staff to become proficient in applying
analytics to their audits. An expert team performs advanced analytics
and provides support and training. The approach, both from an audit
as well as from a staff perspective, requires a data analytics tool that is
user friendly, with low (or no) code, supports reusability and sharing, and
is flexible and scalable. Because KNIME ticks these boxes, it became the
tool of choice for the CAS team at ING.
KNIME Analytics Platform was first made available in 2017. Since 2020,
KNIME Server has been used not just for the additional computational
power and storage, but also for Guided Analytics, which has made
working with data and doing data analytics even easier.

Process Mining with KNIME Server and KNIME Data
Apps
Process mining, which is used to analyze process flows based on event
log data, is currently a trending data topic. In many current business
processes, IT applications create log files, which register who is doing
what and when for every transaction or trade. An event log consists
of three important elements: a case ID, the activity itself, and the
timestamp. It’s usually enriched with additional data such as user IDs
and departments. It then visualizes the process while it’s taking place –
also known as the ‘as-is process’. In audit, the main use case is process
discovery. The as-is process is benchmarked against the should-be
process, which enables auditors to identify non-compliance quickly.
The solution at ING consists of a workflow, which is built into KNIME
Analytics Platform and deployed via KNIME Server as a branded webbased Data App that users access via the KNIME WebPortal. The user
opens the WebPortal, selects the process mining solution, and follows
the predetermined steps. These steps include uploading event log data,
assigning columns, and conducting the analysis. The easy-to-follow
interface offers the right amount of complexity for auditors to conduct
their own data analysis anywhere, anytime. The interaction points are
all pre-determined by the KNIME workflow, which is running in the
background. The workflow consists of many KNIME components, which
bundle up the workflow functionality into logical, reusable steps.

Results
ING has managed to
integrate data analytics
into the everyday work of
their auditors, without a lot
of heavy lifting, which has
gone a long way in helping
achieve the vision of being
data-driven. More and
more users who previously
didn’t dive into the data
are now able to generate
insights independently
and faster than before.
Because KNIME workflows
are reusable and shareable,
it’s helped not only to
standardize processes at
ING but also to generate
efficiencies. Whilst these
efficiencies do come
after investing significant
amounts of time into
creating reusable solutions,
it’s already paying off. In
some cases reducing the
work of individual auditors
from three days down to
fifteen minutes.

Anomaly Detection: Detecting Unknown
Patterns in Anti-Money Laundering

In just three years, Rabobank has increased the number of auditing use
cases from zero to almost sixty, making data analytics a central part of
auditors’ daily work. Auditors - most of whom are non-tech - have access
to machine learning for anomaly detection and can conduct analyses
independently. An internal training program ensures they can use
KNIME and become data literate quickly. This enables them to see and
understand the potential in the data, and it also puts Rabobank on the path
to becoming more data driven.

Money laundering makes large amounts of money that have been
obtained through illegal activity appear as if they have come from a
legitimate source, and avoiding this is a top priority for auditing teams.
The key element in detecting money laundering is understanding known
vs unknown patterns.
Senior auditors at Rabobank are first interviewed to understand
what identifies the behavior of people with wrong intentions. Those
hypotheses are then translated into a set of defined business rules.
KNIME helps significantly by defining these rules and applying them to
the entire portfolio. This is one of the biggest wins as it increases quality
assurance. This is because instead of a sample of twenty, it’s possible
to test, approve, and show across an entire population to uncover known
patterns.
However, in money laundering, unknown patterns are more interesting.
The chances of missing something are also much higher because
individuals with bad intentions quickly learn how to avoid patterns that
are already known. Anomaly detection, cluster analysis, and text mining
are a few ways to find unknown patterns. With machine learning, it’s
possible to learn what the currently unknown patterns are.
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Empowering 300 Auditors to Run Anomaly Detection
Independently
This machine learning approach was applied using KNIME and needed
to be made available to all 300 auditors - most of whom were non-tech.
A KNIME workflow was developed, which is reusable and easy to handle
for those who have even just a small amount of KNIME knowledge.
The basic steps include accessing and inspecting the data, conducting
anomaly detection, creating a visualization, and exporting and storing
the output. The Data Explorer node enables users to first inspect the
data and better understand it, which, in the case of anomaly detection, is
essential.
Under the hood of the basic KNIME workflow, which is largely made up
of KNIME components, are many more KNIME nodes. This approach is
valuable because it hides the data science complexity, but still makes it
possible to adapt, reuse, and share the workflow as needed.

How Rabobank is Building a Data-Driven Culture in
Audit
Rabobank management recognizes that the digital world is changing
rapidly and is becoming more and more data driven. This is having a
profound impact on the auditing profession, auditing services, and on
the auditors themselves. Three data-driven targets were therefore set,
and the message from management was clear: just get started!
1. Become more efficient with data analytics
2. Apply more data analytics in the audits that are being done
3. Have datasets readily available for deep dives, follow-ups, and
Q&A
About 90% of what Rabobank does is basic analytics, which is already
creating a significant impact with, for example, descriptive analytics,
dashboarding, data quality profiling and reconciliation, benchmarking,
as well as translating knowledge of senior auditors into business rules
for testing. The remaining 10% is more advanced. For example, trend

analysis, process mining, anomaly detection, cluster analysis, and text
analysis.
It took approximately one year to understand that it’s not just about
hiring a data scientist to do data analytics. The Audit team therefore
uses a target operating model to embed their own way of working with
data. Rabobank adopted an innovation cycle, and in two days all 300
auditors were trained to become data literate and to start using KNIME
themselves. Whilst it was recognized that they might not be the ones
ultimately doing the analysis, emphasis was placed on the importance
of being able to see and understand the potential in the data and how it
can be used. Through this, the culture has become more and more data
driven. The team’s unique technical architecture includes KNIME as one
of the key tools for data analysis.

Results
The approach at Rabobank has been to start small and scale
fast. To test the value of data in audit the first year consisted
of seven use cases. In the second year this increased to 13, in
the third year 35, and in 2020 there were 57 auditing use cases
taking advantage of data analytics - which was only possible via
empowering the auditors to do their own analyses.

An Automated, Online Loan Application
Decision Making Tool made with KNIME

Webbankir has reduced decision making time by 30%, and increased the
share of fully automated decisions from 70% to 85% with an automated
online loan application tool.
The service, built totally on KNIME, processes more than 200,000 requests
per month, with a peak load of up to 5,000 requests per hour, and an
average execution time of no more than 10 seconds.

Getting Loans Approved and Sent Faster with Highly
Automated, Accurate Decision Making Process
Webbankir clients submit an online loan application and, if approved,
receive their money directly on their card without visiting an office or
banking institution. This means the decision making process must
be fast, highly automated, and accurate. Furthermore, the process
considers data from both external data providers, as well as the client’s
history.
An application to build and validate machine learning models was
required to create an automated online loan application tool. The tool
needed to be easy to work with, use visual programming methods i.e. no
coding, include a wide range of built-in models and algorithms, and easily
connect to various data sources (specifically database management
systems such as Amazon Redshift and PostgreSQL), as well as text and
Excel files. It also needed to integrate with Python and R.
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One Visual Environment for Model Development and
Validation
KNIME was chosen because it not only ticked all the required boxes, but
getting up and running with the software was simple. Webbankir was
also able to successfully develop and validate models because KNIME
had all the required model types in the core nodes or in the extensions.
This helped solve one of the problems in the previous system, which was
transferring ready-made models from development into production. In
that system, the models were encoded in a language that didn’t support
machine learning tools - meaning the implementation took a long time
and often contained errors that were only detectable after lengthy
testing. This resulted in the implementation of the model in the actual
decision making process taking between one and two months.
The goal of this project was two-fold. Firstly, build a complete solution
management system that included the entire path from model
development to implementation - and enable any model class to be
used. Secondly, reduce the time needed for model implementation to a
maximum of seven days to guarantee an accurate transfer of the model
from the development environment to the production environment and
allow for automated testing.
The project included integrating 1C (the existing decision making
system), with KNIME Server and creating a new decision making service
based on a combination of KNIME Analytics Platform and KNIME Server.
This new service would replace the decision flow for clients completing
their first loan application with Webbankir. It would also be part of the
solution for repeat clients. Additionally, the project included building a
test system for automatically testing the functionality of such a service.

Processing 200,000 Requests per Month in Less than
Ten Seconds Per Request
The decision making service needed to have an API running on a cloud
platform with a processing capacity of at least 200,000 requests per
month, a peak load of up to 5,000 requests per hour, and an average
execution time of no more than 10 seconds. The importance of this
project was considerable, because it’s extremely important to be able
to quickly and accurately respond to changes in the environment. For
example, at one point a new scoring model was added to fine tune the
decision making process and decrease the default rate. Previously, this
would have taken up to two months. However, with the new process it
took only seven days - including model development, transferring into
production, and testing. In another example, due to Covid-19, the set of
decision making rules was changed five times in one month and each
time this happened, took less than two hours to complete.

The Working Solution
The project started with defining the type of future service (API) and the
sequence of how the functionality should be implemented. The integration
points with the existing system were also defined, as well as the input and
output vector datasets. In terms of construction, the following key steps were
completed:
1. Integrate with the existing/legacy decision making system
2. Create an MVP – in this case an API service with default values of
output vector fields
3. Implement models and calculate indicators used in decision making,
and run the calculation in test mode when the output vector was fixed
but did not participate in the decision
4. Implement the full decision logic in test mode
5. Start using the service’s responses in the actual decision making
process
6. Create a system for automated testing of the service
The decision making service is run using KNIME on Amazon Web Services
(AWS), which was identified as the easiest way to try out the technology. AWS
provided an Amazon Machine Image for KNIME Analytics Platform and Server
instance with scalable performance, which was an important consideration
due to a) the required processing capacity and b) the need to respond quickly
to changes in the external environment. Furthermore, given the sensitivities of
the data, AWS enables KNIME to be containerized and keeps data secure. This
pre-packaged and pre-defined instance is a cost-effective solution.
In terms of specific KNIME functionality, the integration with the main system
consisted of using POST requests to the API service. The KNIME Server
Connector, KNIME Server Executor, KNIME Python Scripting Extensions were
used, as well as the Palladian, Logistic Regression, Gradient Boosting, PMML,
Workflow Control nodes, and more.

Increasing the Share of Fully Automated Decisions from
75% to 85%
Previously, the time taken to implement new models was one to two months.
Using KNIME Analytics Platform, this now takes one to seven days. The new
service has also completely freed up one full time software developer who
can now work on other important tasks and initiatives. It has reduced decision
making time by 30%, and increased the share of fully automated decisions
from 70% to 85%. Currently, the developed service takes part in decisionmaking on more than 95% of the application flow.

Why KNIME?
The initial plan was to build this service using Python, however, there were
difficulties in transferring the developed models. Furthermore, data scientists
were unable to work independently because software developers were
always required, therefore consuming additional business resources. One of
the strongest arguments for choosing KNIME was the openness and ability
to read in and work with many data types and integrate with other machine
learning tools, as well as automate the decisions being made.
In terms of software capabilities, KNIME allows almost any type of machine
learning model to be used. It can also complete almost any kind of required
data transformation needed for a given project. The visual drag and drop way
of building a workflow, not only speeds up the work on models and processes,
but it also enables non-coders to work freely and independently. The builtin Python code injection capabilities allow users to implement conversions
(if necessary) that are implemented in complex or non-obvious ways using
standard KNIME nodes. The scalability of KNIME Server enables the desired
results in terms of load and processing speed to be achieved by drawing only
on the resources that are required. KNIME Server also allows the team to
focus on machine learning related aspects, because they do not need to be
occupied by any performance or reliability concerns.
In terms of business considerations, KNIME enables employees from the risk
team to implement decision making logic completely independently. They
can develop and validate the models, as well as transfer these models to the
service, and change the decision making rules. The models are transferred
using PMML files, which ensures correct and fast migration. This approach
is efficient and enables the team to quickly and easily put the developed
functionality into production. When needed, the KNIME team provides support
and guidance.

Customer Data Scoring & Data Privacy
Using KNIME WebPortal

With the introduction of GDPR, Trūata has enabled financial services
companies to perform their own self-service analytics while ensuring
privacy is maintained. Trūata Anonymization Service (TAS), based on
KNIME, truly anonymizes customer credit card data to take the pain out of
data anonymization. It enables users to run machine learning workflows
on all anonymized data via a browser-based Data App. The result: Several
hundred financial institutions and banks across Europe can access TAS
and interact with Data Apps to run predictive analytics.

The goal in this project was to anonymize and automate credit card data
and enable financial services companies to perform their own “selfservice” analytics while ensuring privacy is maintained.
Requirements: A tool that is open source, extendible, and that offers
Guided Analytics and blueprints as they didn’t want to write their own
workflows from scratch. KNIME was a good fit
Challenges: Authorization in an integrated solutions architecture has
serious authentication challenges!
Set-up: Multiple KNIME Executors and KNIME WebPortal
Results: Several hundred financial institutions can now access the
solution through the WebPortal
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If you want to get started with KNIME in your organization, our customer care team
is happy to help.
Reach them here: www.knime.com/contact

About KNIME
KNIME is a global company that provides data analytics
tools for customers across verticals. It enables banks
and financial services, specifically, to be nimble to
changes in business processes and build self-service
analytical applications and automation tools in an
intuitive environment. KNIME software is embraced by
finance staff because all processes are verifiable, secure,
and easily shared within teams.
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